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Towards More Explainable Nonlinear
Dimensionality Reduction: A Feature-Driven

Interaction Approach
Aeri Cho, Hyeon Jeon, Kiroong Choe, Seokhyeon Park, and Jinwook Seo

Abstract—Nonlinear dimensionality reduction (NDR) techniques are widely used to visualize high-dimensional data. However, they
often lack explainability, making it challenging for analysts to relate patterns in projections to original high-dimensional features.
Existing interactive methods typically separate user interactions from the feature space, treating them primarily as post-hoc
explanations rather than integrating them into the exploration process. This separation limits insight generation by restricting users’
understanding of how features dynamically influence projections. To address this limitation, we propose a bidirectional interaction
method that directly bridges the feature space and the projections. By allowing users to adjust feature weights, our approach enables
intuitive exploration of how different features shape the embedding. We also define visual semantics to quantify projection changes,
enabling structured pattern discovery through automated query-based interaction. To ensure responsiveness despite the
computational complexity of NDR, we employ a neural network to approximate the projection process, enhancing scalability while
maintaining accuracy. We evaluated our approach through quantitative analysis, assessing accuracy and scalability. A user study with
a comprehensive visual interface and case studies demonstrated its effectiveness in supporting hypothesis generation and exploratory
tasks with real-world data. The results confirmed that our approach supports diverse analytical scenarios and enhances users’ ability
to explore and interpret high-dimensional data through interactive exploration grounded in the feature space.

Index Terms—High-dimensional data, Nonlinear Dimensionality Reduction, Explainability, Interaction Techniques, Feature Space
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1 INTRODUCTION

D IMENSIONALITY REDUCTION (DR) techniques are
widely used to visualize high-dimensional data by

generating low-dimensional representations, i.e., projec-
tions. These projections enable analysts to visualize and
investigate patterns such as clusters, outliers, and trends,
helping them to better understand the intrinsic characteris-
tics of the data [1], [2], [3], [4], [5]. Nonlinear dimensionality
reduction (NDR) techniques such as t-SNE [6], UMAP [7],
and LLE [8] are particularly effective in this context [2]
because they capture data distributions that lie on complex
nonlinear manifolds [9].

While NDR techniques reveal intricate patterns, it is
difficult to understand why such patterns appear in the
projection [10], [11]. In response, researchers have devel-
oped a variety of explainability mechanisms to interpret
how specific patterns emerge from high-dimensional fea-
tures, including feature attribution [12], gradient-based
analysis [13], and projection-level annotation tools [14]. In-
teractivity has also been employed to support interpretation
through techniques such as augmented scatterplots [15],
[16], axis reconstruction [17], [18], and direct manipulations
of data points [19]. Han et al. [20] further extend direct
manipulation to indirectly adjust feature weights, which are
then visualized through saliency maps. Although the origi-
nal high-dimensional features serve as the primary medium
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for explanations, they are typically used only in supplemen-
tary ways in the interaction workflow, such as delivering
distributions or augmenting visualization with feature val-
ues. This disconnect limits users’ ability to directly examine
and understand how features influence projection structure
and restricts their control over interpretation.

To enhance explainability in NDR from a new perspec-
tive, we propose a bidirectional interaction method that
grounds user interactions directly in the feature space.
Unlike conventional mechanisms that explain why DR al-
gorithms produce specific outputs [12], [13], our approach
enables users to interactively adjust feature weights and
observe how projection changes, such as shifts in clus-
ter formation, group separation, or other local structural
modifications. This interaction helps users understand how
individual features shape specific patterns in the projection,
offering a feature-centric path to understanding projection
behavior by enabling users to iteratively refine projections
through direct control of feature weights.

Our method introduces two complementary interaction
mechanisms. First, users can adjust feature weights to di-
rectly explore their influence on projections, gaining an
intuitive understanding of how different features contribute
to the layout. Second, users can query the system to au-
tomatically optimize feature weights, uncovering patterns.
To facilitate such queries, we define two visual seman-
tics, Clusteredness and Overlap, which guide three query
types focused on cluster identification—a key task in NDR
analysis [4], [21]. This approach, termed Pattern Optimiza-
tion Query, reduces the manual effort of exploring diverse
feature-weight combinations while enabling users to reason
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directly about projection structures.
Responsive computations are essential for interactive

visual analysis, making it crucial to accelerate NDR. To over-
come the computational complexity of NDR, we substitute
the original algorithm with a neural network model that
approximates the projection process. Expanding on Appleby
et al. [22], our model learns feature-weighted transforma-
tions, allowing it to generate projection updates in real time
without the need for repeated UMAP computations. This
enables smooth and responsive projection updates during
user interactions. Furthermore, we developed a visual inter-
face, ClusterSense, which integrates our interaction methods
with essential functionalities such as group definitions and
visual summaries.

We conducted a series of evaluations to assess the ef-
fectiveness of our interaction method and visual interface.
First, quantitative experiments demonstrated the model’s
ability to generate projections efficiently and validated the
scalability of the interaction method. Second, two use cases
showed how query-based interaction guides feature weight
adjustments, helping users discover and interpret under-
lying patterns and structures in the data. Finally, a user
study examined how feature-based interaction enhances
explainability by supporting projections interpretation, re-
vealing important structures in the data, and facilitating
exploratory analysis. Participants formulated and validated
feature-relevant hypotheses while efficiently exploring mul-
tiple projections. Furthermore, results confirmed that query-
based interaction enables users to identify meaningful pat-
terns and feature relationships with significantly less man-
ual effort. The study also indicated that the interface is in-
tuitive and supports both guided and exploratory analysis,
even for users without prior experience.

In summary, our approach bridges the gap between fea-
ture space and NDR projections, enhancing explainability
through bidirectional user interactions and neural network
integration. This work makes NDR projections more inter-
pretable, responsive, and accessible, ultimately supporting
more intuitive and effective high-dimensional data analysis.
The rest of the paper is organized as follows: We introduce
our proposed interaction method in Sect. 3, followed by a
description of the visual interface in Sect. 4. The detailed
technical implementation is provided in Sect. 5. Quantita-
tive evaluation is presented in Sect. 6, with the use case
discussed in Sect. 7, and the user study reported in Sect. 8.

2 RELATED WORK

We review relevant prior works that focus on DR technique
from an interactive and explainable perspective, forming a
foundation for our approach.

2.1 Dimensionality Reduction Techniques

DR methods are generally categorized into two types: Lin-
ear and Nonlinear [23]. Linear methods, such as PCA [24],
LDA [25] offer direct and interpretable connections between
features and projections, facilitating straightforward visual
analytics [26], [27]. In contrast, nonlinear methods such as
UMAP [7], t-SNE [6], and Isomap [28] focus on capturing

complex data relationships, demonstrating efficacy in re-
vealing intricate data characteristics [3], [2]. They often pre-
serve local structure used for cluster analysis [2], while ap-
proaches like MDS [29] and MVU [30] aim to preserve global
relationships by maintaining pairwise distances. Given the
advantages, we adopt NDR as the primary technique.

Recent works also explore integrating machine learning
techniques, especially deep neural networks, to simulate
NDR. These approaches offer scalable and interactive path-
ways [31], [22], [32], [33], leveraging the strengths of NDR
while improving efficiency and opening up new possibilities
for interactive analysis.

2.2 Interactive Approaches to Dimensionality Reduc-
tion

Since static visualization cannot fully convey high-
dimensional data, various interactive approaches have been
proposed to explore data with DR [34]. Broadly, user inter-
action with DR follows three main approaches:

The first approach is a parametric interaction that modi-
fies parameters such as feature weights to generate new pro-
jections. This is simpler with linear methods that allow in-
verse transformation or focus on linear subspaces [23]. Jeong
et al. [26] propose an interactive weight steering approach
for PCA, controlling feature contributions manually while
Elmquist et al. [35] introduce an interactive subspace analy-
sis method. Although these are pretty straightforward, they
can overwhelm users with numerous choices and obscure
where to begin an analysis [36]. The second approach is
direct manipulation, where users move points directly in the
projection [19], [37]. This provides a more visually guided
form of control, yet may lead to unrealistic changes that are
not faithful to the original data structure [38]. Such inter-
actions often require inverse transforms, e.g., reconstructing
axes from original features [10] or extrapolating projection
changes back into the high-dimensional space [39], both of
which are challenging with NDR. Parametric interactions
demand that users actively engage in their analysis and
understand the effect of parameter changes on resulting pro-
jections. Direct manipulation, in contrast, lets users adjust
the projected points directly, though it requires additional
background computations to translate the users’ actions
accurately. Both can complement each other [40] for user-
driven insights. Dowling et al. [41] combine these methods,
allowing symmetric interaction with feature and data space.

Beyond direct user control, an alternative approach fo-
cuses on automated projection suggestion, where the system
recommends projections based on predefined criteria. Jo-
hansson et al. [42] explore dimensions based on user-defined
quality metrics, and Lehmann et al. [43] suggest mini-
mal sets of projections that maximize insights. Fujiwara et
al. [44] follow a similar goal by optimizing feature-weighted
projections to reveal hidden manifold structures, enabling
comparison of diverse projection outcomes through inter-
active visual analysis. These methods guide users toward
informative perspectives while reducing manual effort. We
integrate the strengths of both user-driven interaction and
automation, designing an interaction method that balances
flexibility and efficiency for NDR.
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2.3 Explainable Nonlinear Dimensionality Reduction
A central challenge in using NDR is making the results
interpretable and understandable to users. Several methods
quantify how features contribute to point placement or
grouping, including gradient-based sensitivity analysis [13],
Shapley values for cluster formation [12]. Local surrogate
models are applied to approximate projection behavior [45],
[46] or to generate locally linear explanations within par-
titioned regions of the projection [47], [48]. Ovcharenko et
al. [49] further introduces a regression-based approach to
estimate feature contributions at global, local, and inter-
group levels.

Other approaches focus on interpreting structures within
projections. DimReader [18] and Axisketcher [17] recon-
struct interpretable axes through permutations or iterative
axis drawing, supporting reasoning about axes. User inter-
action has also been leveraged for explanation, including
external knowledge labeling [50], predicate-based feature
identification [51], and counterfactual analysis of semantic
interactions [52]. Han et al. [20] translate user manipulations
into feature weight updates, visualizing attribution changes
with saliency maps and linking interaction to feature-level
explanations.

Visual augmentation techniques enhance interpretability
through supplementary visualizations rather than modi-
fying projection directly. These include compact represen-
tation of dominated feature contribution [49], set-based
visualization approach for binned attribute values [11] or
structural summaries [15]. Some focused on projection qual-
ity that visualize projection errors [53], structural preser-
vation [54], or overall information including accuracy and
hyperparameter effect [55]. Thijssen et al. [14] further sup-
port interpretation by visualizing local and global feature
attribution alongside inter-group comparison.

These approaches commonly leverage original features
as explanatory resources, recognizing that referencing orig-
inal features provides a direct and effective means of un-
derstanding high-dimensional data. Feature-based explana-
tions are also well-established in machine learning [56],
[57], yet they typically serve as post-hoc analysis tools
rather than integral components of interactive exploration.
In contrast, our approach integrates feature attribution into
the interactive exploration of projection spaces. Rather than
explaining the internal computation of the DR algorithm, we
focus on helping users understand how adjusting feature
weights influences the resulting projection layouts. This
feature-driven interaction approach enhances explainability
by embedding explanatory features directly into user inter-
actions and enables more intuitive and exploratory analysis
about high-dimensional data.

3 FEATURE-BASED INTERACTION

In this section, we propose a novel feature-based interaction
method designed to enhance the explainability of NDR
techniques. Specifically, we present two interaction strate-
gies: slider-based and query-based, allowing users to adjust
feature weights. These weights are applied to the distance
metric used to calculate distances between data points. By
observing how changes in projections reflect adjustments in
feature weights, users can infer the influence of individual

features on the layout without directly explaining the NDR
method itself. The details of each approach are discussed
in Sect. 3.1 and Sect. 3.2, respectively. Additionally, Sect. 3.3
explains how to integrate both interaction methods for a
more comprehensive analysis workflow.

3.1 Slider-based Interaction

The slider-based interaction enables users to directly control
feature weights and observe their immediate impact on
projections, making it easier to explore the influence of
individual features. First, NDR techniques typically pose
a challenge to explainability due to the loss of meaning
in reduced axes. To address this, our approach allows
users to observe how changes in the original feature space
affect emerging patterns in the projection, facilitating the
interpretation of data structures. Second, our method en-
hances feature-based hypothesis testing and exploratory
data analysis. By setting feature weights based on domain
knowledge or specific analysis goals, users can quickly test
hypotheses about feature relationships and their impact on
data structures, uncovering new insights. Additionally, our
method allows researchers to iterate through different fea-
ture combinations, uncover hidden structures like clusters
or outliers, and refine their analysis.

3.2 Query-based Interaction

We developed a query-based exploration method that ex-
amines projections to facilitate effective interaction within
the feature space. While direct interaction with the feature
space has its advantages, the key challenge lies in the high
dimensionality, which can make the process cumbersome
and overwhelming. To address this challenge, we propose
the Pattern Optimization Query (POQ), a novel approach
for efficiently exploring high-dimensional data. For clarity,
we define a ”group” as a user-defined set of points selected
through interaction, whereas a ”cluster” refers to an algo-
rithmically determined grouping of data points. These terms
are used consistently in the following sections.

3.2.1 Pattern Optimization Query

POQ simplifies the exploration process by automatically
identifying optimal combinations of feature weights that
highlight meaningful patterns within the data. By system-
atically exploring the feature space, POQ assists users in the
early stages of analysis or when they are uncertain about
which direction to take.

Unlike direct manipulation, POQ focuses the search on
feasible projections by using an optimization framework
that iteratively adjusts feature weights based on predefined
semantic criteria. This approach prevents inefficient explo-
ration of arbitrary or non-existent patterns, which can occur
with direct manipulation of data points. As a result, users
can examine interpretable and meaningful layouts, allowing
them to leverage POQ to efficiently find projections that
align with their interests or hypotheses without trial and
error and manual adjustments.
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Fig. 1. Two visual semantics (left) and three types of Pattern Opti-
mization Queries (middle) based on utilizing each semantic and the
ideal result of the query in projections (right). The query searches
within the feature space to generate reliable, corresponding projections
and find the best fit for each semantic. (Top) Find Clusters: maximize
Clusteredness seeks to present cluster structure, works with a single
group. (Middle) Merge Groups: maximize Overlap, makes more points
in groups become overlapped. (Bottom) Separate Groups: minimize
Overlap, makes more points in groups become separated. Merge
Groups and Separate Groups require at least two groups.

3.2.2 Pattern Definition
POQ leverages manifold learning’s ability to reveal data
structures on a manifold, focusing specifically on local struc-
tures that NDR methods such as t-SNE and UMAP capture
effectively. We define visual semantics that capture local
structure across various projections by adjusting feature
weights dynamically. These semantics serve as the basis for
defining pattern types that guide the optimization process.
This approach allows users to specify data subsets and
the desired patterns, guiding them toward optimal feature
weight combinations that highlight them.

We design the POQ focusing on cluster analysis, an in-
formative feature within NDR for uncovering relationships
in the high-dimensional data [4]. Our approach emphasizes
cluster identification, as it allows our feature-based interac-
tion to reveal cluster properties and relationships. As users
explore the feature space and update the projection, we
aim to capture key signals indicating emerging clusters.
We define these signals as visual semantics, which repre-
sent noticeable changes in cluster formation. By detecting
these visual semantics, users can more easily explore low-
dimensional projections.

We address two analytical scenarios for identifying clus-
ters: one where users have no specific target group and
another where users focus on multiple groups. In the fol-
lowing section, we define the two visual semantics to assist
users in identifying clusters in both scenarios and outline
the corresponding queries for each.

3.2.3 Semantic: Clusteredness
The first case occurs when the cluster structures are detected
within projections. When users have no specific target of
interest or only a single target without a comparative group,
they begin exploratory visual analysis by seeking to identify
any cluster structure. This helps verify general hypotheses
about the presence of clusters in the projections, providing
users with a meaningful starting point to initiate further
analysis.

Clusteredness is the first visual semantic we define
for identifying cluster structure in this context. This fun-
damental structure is crucial for most analyses involving
dimensionally-reduced projections [4]. Based on this, we
defined Find Clusters (Fig. 1 Top), which maximizes Clus-
teredness to emphasize the cluster structures.

3.2.4 Semantic: Overlap
The second scenario assumes that users have groups of
interest or hypotheses relevant to those groups and wish
to explore relationships between them. To support this
scenario, we define Overlap to quantify the extent of over-
lap among multiple groups in a projection. Specifically,
overlapping groups visually suggest potential similarity or
connection, whereas non-overlapping groups imply distinc-
tiveness marking the start of cluster identification. Thus, the
transition between overlapping and separate status signals
a shift in the perceived relationship between the groups.

We define Overlap based on the principle that prox-
imity in the DR projection suggests similarity in the high-
dimensional space [38]. However, since NDR methods
do not always accurately reflect distances in the high-
dimensional space, interpreting ”larger” distance as an ab-
solute indicator of distinctiveness can sometimes be mis-
leading [58], [59]. Therefore, our semantics emphasize rel-
ative changes in overlap to ensure a more reliable and
meaningful distinction between groups.

Based on Overlap, we define two queries with opposite
directions: Merge Groups (Fig. 1 Middle), which maximizes
Overlap, and Separate Groups (Fig. 1 Bottom), which min-
imizes it. Merge Groups identifies feature weights that
minimize the distinction between groups, merging them
visually into a single cluster. This is useful when the user
hypothesizes that the groups share similar characteristics
and might be analyzed collectively. Conversely, Separate
Groups identifies feature weights that visually separate the
groups. If a user hypothesizes that the groups represent
distinct clusters in the high-dimensional space with specific
feature weights, Separate Groups can validate this by con-
firming their distinctiveness.

3.3 Analysis Flow with Feature-based Interaction

In this section, we summarize our proposed interaction
method, highlighting how direct user adjustments and auto-
mated Pattern Optimization Query complement each other
to facilitate effective exploration of the feature space.

1. Adjust Feature & Generate Group (Analysts) Initially,
users can directly interact with feature space by adjusting
individual feature weights to observe how each affects the
resulting projections. Additionally, users can specify partic-
ular areas of interest within the dataset for targeted analysis.
This process is represented by the top orange arrow, with the
user in Fig. 2.

2. Select Group & Query (Analysts) Next, users can
perform a Pattern Optimization Query defined in Sect. 3.2.2.
These queries automatically identify cluster structures
within target groups. Depending on the number of groups
selected, available queries differ: Find Clusters is applicable
to a single group or the entire dataset, while Merge Groups
and Separate Groups require at least two groups.
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Fig. 2. Analysis flow with feature-based interaction: The projection is
updated through feature weight adjustments. Users can directly adjust
the weight on each feature (Top, orange) or define groups and run a Pat-
tern Optimization Query (Bottom, orange). The optimization framework
then automatically searches within the feature space and updates the
projection (blue).
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Fig. 3. Optimization Framework for automatic search : (Top) User in-
puts query with groups, translated into corresponding visual semantics.
(Middle) The network iteratively generates projection and finds the best
feature weights for the semantic. (Bottom) After optimization, the frame-
work returns the best-fitting weights and corresponding projections.

3. Automatic Search (Optimization Framework) Once
the user selects a query and target groups, the optimiza-
tion framework searches for the optimal combination of
feature weights that maximizes or minimizes the chosen
visual semantic. This optimization process is illustrated in
the middle part of Fig. 2, indicated by the blue arrows.
The detailed operation of the optimization framework is
depicted in Fig. 3. At the top of this figure, the user’s
query and selected groups are first translated into visual
semantic and directional objectives. Next, in the middle
of Fig. 3, the framework iteratively navigates the feature
space through three repeated steps: (1) selecting candidate
feature weights, (2) generating a projection using the neural
network based on these weights, and (3) evaluating how
well the resulting projection satisfies the specified semantic.
The iterative optimization starts from the initial feature
weights set by the user, refining these weights progressively

toward the optimal solution. Finally, as shown at the bottom
of Fig. 3, the optimization stops after a predefined number
of iterations, returning the optimal feature weights found
and the corresponding projection generated by the neural
network.

4. After Query (Analysts) After obtaining the query
results, users can analyze the outcomes or execute another
query to further explore variations in feature weights. If
the resulting projection aligns with the user’s intent, users
can infer the characteristics of the identified patterns by
examining the adjusted features. This helps users better
understand cluster characteristics and the overall structures
in the data, allowing users to validate their hypotheses.
Since our system does not artificially enforce unattainable
patterns but instead selects the most feasible feature weight
combination that best approximates the requested results,
users can infer when a requested pattern may not be fully
achievable. In such cases, users can consider refining their
hypotheses, adjusting the number of clusters or exploring
alternative feature subsets to find more meaningful patterns.
Regardless of the outcome, our visual interface Sect. 4 sup-
ports users by presenting visual summaries and statistical
characteristics of each feature. This helps users interpret
the results more effectively, validate their hypotheses, and
systematically adjust their analytical strategies based on the
insights gained.

In summary, our proposed interaction method guides
users by providing the closest feasible results based on their
queries. This approach enhances users’ understanding of
complex data structures by extracting meaningful informa-
tion from visual patterns in low-dimensional projections. By
integrating automated query results with visual interface
support, our method enables users to make informed de-
cisions and explore high-dimensional data more effectively.

4 VISUAL INTERFACE

We developed a visual interface Fig. 4 to demonstrate the
applicability and effectiveness of our proposed interaction
method in practical analytical scenarios. This interface inte-
grates our novel interaction approach with essential func-
tions, including group definition, visualization, and interac-
tion support components. The system was developed as a
web application using JavaScript, Python, and WebGL.

4.1 Prerequisites
Before using the system, it is essential to train a model, as
outlined in Sect. 5 earlier. This enables exploration of the
feature space and the generation of projections, either by
direct feature weight adjustments or through a Pattern Op-
timization Query that automatically finds optimal weights
matching the desired semantics.

4.2 Components
In this section, we first describe each system component and
then explain how key interactions occur.

Our visual interface consists of five distinct components,
organized into three functional units based on their primary
roles in supporting user analysis. Each functional unit aligns
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Fig. 4. ClusterSense: A visual interface for exploring interactive nonlinear DR empowering our pattern-based exploration strategy. (A1) Display
projections corresponding to feature weights specified by the user or the query represented in (A2) (B1, B2) Manage groups of analysis targets and
conduct automated query-based searches for visual analysis in NDR projections. (C) A Feature Dashboard that enables further analysis of selected
groups.

with the analyst’s role outlined in Sect. 3.3: (1) Adjust-
ing feature weights, observing projections, and generating
groups (2) selecting groups and performing Pattern Op-
timization Query based on the user’s analytical goals (3)
analyzing outcomes after queries, engaging in further visual
analysis based on their observation and target groups. Each
aligns with (1) Adjust Feature & Generate Group, (2) Select
Group & Query, and (3) After Query in Sect. 3.3

4.2.1 Feature Weights and Embedding (A1, A2)

This unit supports 1. Adjust Feature & Generate Group.
The Embedding View Fig. 4(A1) presents the projection gen-
erated based on feature weights adjusted through sliders in
the Feature Weight View Fig. 4(A2). Users can interactively
adjust sliders corresponding to each feature, immediately
observing changes in projections,

On the projection, users can lasso and define groups.
To execute Pattern Optimization Query, the user can lock
selected feature weights to their initial value. Also, after
executing the Pattern Optimization Query, our optimiza-
tion framework returned the desired feature weight and
corresponding projection. Then, both Embedding View and
Feature Weight View were updated simultaneously.

4.2.2 Specifying Groups and Query (B1, B2)

This unit supports 2. Select Group & Query. On the left,
the Group Management View Fig. 4(B1) enables users to
manage target groups for analysis. In addition to lassoed

groups in the Embedding View, users can define groups
by filtering data points across the entire dataset based on
specific feature values. Once created, groups can be named,
merged, or deleted, and they serve as the basis for Pat-
tern Optimization Query or for visualization in the Feature
Dashboard view. The Query View Fig. 4(B2), located below,
allows users to execute Pattern Optimization Queries. The
available query options depend on the number of groups
selected: Find Clusters for a single group or the entire
dataset, and Merge Groups and Separate Groups for two
or more groups. When a query is executed, the system
issues a popup warning, clarifying that the result is an
approximation and represents the closest feasible pattern
identified in the data.

4.2.3 Feature Dashboard (C)

This unit supports 3. After query. Feature Dashboard
Fig. 4(C) supports in-depth analysis of selected groups and
features. It automatically generates visualizations based on
the selected group and feature type following rules from
[60] to help users explore how specific features are dis-
tributed in the groups. When users select multiple groups,
the dashboard provides both summarized and individual
visualizations for each group, allowing for trend identifi-
cation and comparison of statistics. Visualizations can dis-
play up to two features simultaneously, visualizing their
joint distributions when applicable (excluding categorical
values). Additionally, users can reorder the visualizations
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of features they are interested in, ensuring the most relevant
information is easily accessible.

5 TECHNICAL ARCHITECTURE AND IMPLEMENTA-
TION

In this section, we present a detailed description of the
implementation behind our interaction approach.

5.1 Calculating Visual Semantic
As introduced in Sect. 3.2.2, we define two visual semantics
for identifying cluster structures: Clusteredness and Over-
lap. These measures form the basis of our automated query
interactions in later steps.

5.1.1 Clusteredness
The degree of Clusteredness is quantified in two steps. We
first apply K-means [61] clustering algorithm to label points
in the projection. The number of clusters k is chosen by
the user. Second, we use the Calinski-Harabasz index [62]
to quantify the resulting clustering quality, as shown in
Equation 1. Here, k is the number of clusters, N is the total
number of points, ni is the number of points (size of cluster),
Ci denotes the centroid of ith cluster, where C is the centroid
of the entire dataset.

Clusteredness =

Pk
i=1 ni∥Ci − C∥2

k − 1
×

N − kPk
i=1

P
x∈Ci

∥x − Ci∥2

(1)
A higher Clusteredness value indicates more distinct and

well-separated clusters.

5.1.2 Overlap
We measure Overlap using Distribution Consistency, a
distribution-based version of Class Consistency [63] that
employs entropy to capture the randomness of class distri-
butions. We assess how consistently user-defined groups ap-
pear within local regions of projection, treating these groups
as cluster labels. We subdivide the projection into a 20 × 20
grid (400 cells) and assign each data point to a single cell. We
then compute entropy in each occupied cell to evaluate how
heterogeneously different groups co-occur. This grid-based
scheme mitigates ambiguity of distance in NDR projections,
where axes often lack inherent meaning. Instead of relying
on absolute distances, Distribution Consistency captures local
mixing, ensuring that once groups are visually distinct,
further separation does not affect the score. This aligns with
our goal of distinguishing merged from separated groups.

Formally, the entropy of a cell at (x, y) denoted H(p)x,y

is given by Equation 2 and ranges from 0 to 1

H(p)x,y = −
mX
i

pi log2 pi, pi =
ni

N
(2)

where C(X) = {c1, . . . , cm} represents m groups, pi is the
proportion of points ni belonging to class ci out of total N
points in the cell.

To obtain the overall Overlap value, we take the sum of
all cell-level entropies as shown in Equation 3.

Overlap =
X
x,y

H(p)x,y (3)

Since Distribution Consistency focuses on local mixing
rather than absolute distances, once groups are visually
distinct in the projection, further increasing their separation
does not increase the score. This property fits our goal
of distinguishing merged versus separated groups in the
projection. A higher Overlap value corresponds to a lower
consistency, indicating stronger local mixing among groups.
This is reflected in entropy values such that a greater en-
tropy within cells implies a more heterogeneous distribution
of groups.

5.2 Neural Network for Simulating DR
To support interactive analyses, immediate feedback is
crucial for understanding the connection between feature
weight adjustments and the resulting projections. To achieve
this, we replace UMAP with a neural network, extending
Appleby et al. [22] This method has been shown to adjust
algorithmic hyperparameters of NDR and simulate iPCA
[26] by learning feature weights transformation of PCA.
We extend this capability to the feature space of NDR and
leverage fast inference for real-time interaction.

5.2.1 Training Data
To train the model, we generate multiple projections with
different feature weights for each dataset, allowing it to
learn the feature space. We randomly assign feature weights
and generate between 1,000 and 5,000 projections per
dataset. To isolate the effect of feature weights, we fix the
DR method and its hyperparameters. We choose UMAP, a
local nonlinear method known for its performance in clus-
ter identification tasks [2]. Specifically, we keep min dist
and n neighbors fixed to prevent additional complexity
from hyperparameter variations. To determine the optimal
UMAP parameters, we conduct a parameter search over
min dist (0.0, 0.1, 0.25, 0.5, 0.8, 0.99) and n neighbors (2,
5, 10, 20, 50, 100, 200). The objective is to maximize Trust-
worthiness [64], which measures how well local structure in
projection preserves relationships in the high-dimensional
space. Detailed findings on the optimal configurations are
provided in the supplementary material.

5.2.2 Model Configuration
Our model takes a concatenated vector of individual data
points and feature weights as input and outputs their pro-
jected positions. This follows the HyperNP [22] framework,
where the input dimension is twice the number of features,
and the output is two-dimensional. Next, we explore neural
network architectures, varying layer size, number of hidden
layers (3 to 7), dropout rates (0.0, 0.25, or 0.5), and batch nor-
malization. The network uses ReLU activation in intermedi-
ate layers and sigmoid function for the final layer, is trained
using the Adam optimizer [65] with a Mean Squared Error
loss function. The structure optimization for each dataset
focused on test error using a network with maximum layer
size = 2048, a total of 9 layers, batch size = 32,768, epochs =
60, and dropout rate = 0.0. Overall, the number of layers and
batch normalization slightly affect performance, while lower
dropout rates and a larger maximum layer size improved
the result. The larger batch size is chosen because each data
point is treated as an independent sample rather than the
entire dataset.
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5.3 Optimization Framework

We implement the Pattern Optimization Query using a
neural network and optimization implementation in Op-
tuna [66]. We employ the Tree-Structured Parzen Estimator
algorithm [67], which models probability distribution to
favor well-performing configurations. Also, this method is
efficient and does not reduce search space due to feature
correlation, ensuring flexibility. Although we use this op-
timization framework, other frameworks could be applied
interchangeably.

6 QUANTITATIVE EXPERIMENT

In this section, we describe the quantitative experiments to
evaluate the model’s performance, focusing on the accuracy
and scalability of interaction. We used 15 datasets with three
to 192 attributes. We used the Mac Studio (Apple M2 Max,
2023), which has a 12-core CPU, 30-core GPU, and 32GB
RAM for experiments.

6.1 Model

We evaluated our model based on two key criteria: scalabil-
ity and simulation accuracy. Each experiment was repeated
30 times per dataset, with random feature weights in each
iteration.

Scalability Scalability is a criterion for ensuring that
users receive timely feedback during interactions. Our re-
sults demonstrated a substantial speedup with model in-
ference requiring only 16%(SD=3%) of the time required
by UMAP, averaged across 15 datasets. The inference time
ranged from 13.1% to 20.3% of the UMAP’s computation
time across datasets, consistently accelerating projection
generation. This substantial reduction in computation time
validates the model’s applicability for responsive visual
analytics.

Simulation Accuracy To assess how accurately network-
generated projections capture the structure of high-
dimensional data, we extended the parameter space of the
existing [22] network architecture to include feature weights
for NDR. We then evaluated the model’s ability to preserve
the local structure and approximate the original UMAP
output, achieving significant time savings while maintain-
ing fidelity. This aspect is crucial because the Pattern Op-
timization Query relies on relationships surrounding each
group or point. We followed evaluation criteria in prior
works, focusing on the local structure preservation [22],
[68]. Specifically, we used four key metrics: Trustworthiness
and Continuity [64], which assess how well local neigh-
borhoods are preserved during projection and vice versa,
setting k as 7, following [22], [9], [69]; Mean Relative Rank
Errors (MRRE) [70], which evaluates neighborhood preser-
vation based on ranking and average scores between high-
dimensional and projected spaces (average of missing and
false rate) and Hit Rate [71], which measures the proportion
of neighbors in the projection that share the same label.
We used the Python implementation from ZADU [72]. For
Trustworthiness, Continuity, and MRRE, we evaluated the
simulated projection against (i) the high-dimensional data
and (ii) UMAP projection, the latter to verify that our model
reproduces UMAP’s local neighborhood structure. For Hit
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Fig. 5. Convergence Result for experiments under various dataset
options for determining the number of iterations The y-axis represents
the score convergence, with the maximum value reached after 1000
iterations and the minimum value calculated from the initial weight.

Rate, we calculated it for both the high-dimensional data
and the simulated projection and then computed Mean
Absolute Error.

As a result, the average Trustworthiness, Continuity,
and MRRE scores based on the high-dimensional data were
0.92 ± 0.04, 0.94 ± 0.03, and 0.93 ± 0.03, respectively. When
using UMAP projection as the baseline, average scores were
0.95 ± 0.04, 0.96 ± 0.03, and 0.94 ± 0.03. For Hit Rate, the
average MAE for each dataset was 0.027 ± 0.016. These
results demonstrate our model’s capability to simulate DR
projections faithfully while preserving essential local data
structures, thereby supporting insightful and meaningful
data analysis.

Detailed per-dataset results, dataset characteristics, and
visualizations comparing our model’s reconstructed pro-
jections with UMAP are provided in the supplementary
material.

6.2 Pattern Optimization Query

We evaluated the query scalability and measured the num-
ber of iterations required for convergence.

Convergence This experiment aimed to determine the
optimal number of iterations for Pattern Optimization
Query to converge. Since our Optimization Framework
recognizes that desired semantics may not always exist,
we prioritize identifying the iteration count where semantic
score stabilization occurred rather than its absolute value.
We tested Find Clusters and Merge Groups using datasets
with varying numbers of features and target data points.
Fig. 5 shows the ratio of the semantic score at each iteration
relative to the maximum semantic score achievable through
1000 iterations. After 100 iterations, the score stabilized,
and the rate of changes in the score began to diminish.
Since the initial semantic scores were nonzero, the absolute
change was even smaller beyond this point. Based on these
observations, we set the number of iterations in the Pattern
Optimization Query to 100.

Scalability To assess the scalability of the query, we
measured the execution time under varying dataset sizes
and dimensionality. The total execution time included both
projection generation and semantic evaluation. For Find
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Fig. 6. Time taken per 10 iterations for Find Clusters (left) and Separate
Groups (right) across varying feature sizes and target group size. The
results show that the time required increases with the number of features
but is unaffected by the number of target points.
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Fig. 7. Use case 1: (A) Initial projection and run Find Clusters with
entire dataset. (B) Result of Find Clusters query. (C) Create subgroups
by lassoing and run Separate Groups with those two subgroups (gray
and blue). (D) The result of Separate Groups query shows that the two
subgroups become slightly more distinct than before.

Clusters, we set a user input k to five, and for Merge
Groups, we ran a query with three target groups.

As shown in Fig. 6, the results of both Find Clusters and
Merge Groups indicate that while execution time increases
with the number of features, it remains largely unaffected by
the number of target points or groups. On average, Pattern
Optimization Query with 100 iterations completed in under
five seconds, which is an acceptable wait time for end users.
Although the complexity of the optimization algorithm
scales with the number of features, most of the query time is
dominated by inference rather than the optimization process
itself. Further improvements in scalability will depend on
model performance, which is a crucial future avenue to
explore.

7 USE CASE

We demonstrated the effectiveness and usefulness of our
interaction strategy through use cases on two real-world
datasets.

7.1 Case 1: Understand Customer’s Behavior on Com-
mercial Dataset

The dataset consists of online shopping purchase histories
[73], containing 5,411 customer entities. Each entity has
eleven categorical attributes covering purchasers’ demo-
graphics (age, region, gender) and product specifics (cate-
gory, quantity, brand, product). Some features are derived
from continuous variables (age, time) and binary values
(gender). To generate a projection, we calculated the pair-
wise distance for each dimension and applied feature-
specific weights.

• Iteration 1 Began with an initial projection and found
no useful information (Fig. 7 A), so we performed a
Find Clusters targeting the entire dataset, setting the
cluster count k to three.

• Iteration 2 The query updated the projection and fea-
ture weights, revealing more than three visually distinct
clusters (Fig. 7 B). By defining each group and using
the Feature Dashboard, we identified that Group 8 had
a unique gender distribution. We then divided a group
for further analysis (Fig. 7 C).

• Iteration 3 Focusing on the subgroups from the previ-
ous iteration, we ran Separate Groups, which slightly
increased the separation between the groups (Fig. 7
D). The query minimized overlap between groups. The
Feature Dashboard revealed that categories and brands
were similar across subgroups, except for one brand
unique to one subgroup.

This case study demonstrates the generalizability of our
system and its ability to uncover meaningful insights in
complex datasets. Our findings encourage further investi-
gation into unique purchasing behaviors and showcase the
effectiveness of our system in guiding exploratory analysis
and insight generation. A supplementary video illustrates
the detailed interactions within our system.

7.2 Case 2: Discovering Sub Clusters and Feature Ef-
fects
The world12d [74] dataset contains 150 data points with
12 features (F0 - F11) across five classes (0-4). This case
demonstrates how iterative feature weight interaction re-
veals structural patterns in the data.

• Iteration 1 With uniform weights, most classes were
well separated (Fig. 8 A), except classes 1, 2, and 3,
which remained partially mixed. Applying Separate
Groups to these classes split class 1 into a mixed and a
separated part, which we defined as two groups before
running Merge Groups (Fig. 8 B).

• Iteration 2 Class 1 largely merged into a cluster, with
notable decreases in F8 and F10 (Fig. 8 C). Testing each
feature individually showed that lowering one alone
did not merge the Class 1, while increasing one alone
re-separated them (Fig. 8 D).

• Iteration 3 Continuing from Fig. 8 C, we observed class
3 consistently formed two sub-clusters. We applied
Merge Groups to merge the sub-clusters of class 3
with adjacent parts of class 1. This resulted in a large
cluster containing all classes except class 0, with notable
increases in F1 and F2, and decreases in F5 and F7 (Fig. 8
E).

• Iteration 4 Within the large left cluster, class 4 appeared
mostly separated from other classes during our analy-
sis. To investigate this, we divided class 4 into a lower
part (mixed with other classes) and an upper part, and
then ran Merge Groups (Fig. 8 E). Unexpectedly, this
caused class 3 to split again, with large increases in F0,
F7, and F8. This confirmed that class 3 has a particularly
strong tendency to form sub-clusters compared to other
classes (Fig. 8 F).

This second use case demonstrates how our interaction
strategy supports exploration of various structures within
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Fig. 8. Use case 2: (A) Initial projection with uniform weights (B) Run Separate Groups with classes 1, 2 and 3 (C) Run Merge Groups with visually
separated class 1 (D) Test the individual effect of F8 after their significant decrease (E) Run Merge Groups with classes 1 and 3 (F) Identify visually
scattered class 4 and run Merge Groups on newly created groups. Below each projection, the bar chart shows the feature weights (F0–F11),
dashed boxes indicate the previous iteration’s feature weight value with the vertical axis fixed to the range [0, 1]. Red bars mark increased weights,
blue bars mark decreased weights while gray bars denote minor changes (difference is below 0.1)

the data. By iteratively adjusting feature weights and ana-
lyzing projection updates, users can uncover hidden sub-
clusters, identify influential feature combinations, and dis-
cover class-specific behaviors not evident in the initial pro-
jection.

8 USER STUDY

We conducted a user study to evaluate the effectiveness
of our interaction method (Sect. 3) and visual interface
(Sect. 4) from diverse perspectives. We aimed to: (1) investi-
gate how participants interact with our visual interface and
approach analytical tasks such as pattern recognition, hy-
pothesis generation, and validation with NDR projections.
(2) understand how users utilize our interaction method and
explore how bidirectional interaction with queries enhances
this process within the feature space. (3) examine how indi-
vidual components in the interface contribute to enriching
analysis. The study received approval from our university’s
Institutional Review Board (IRB). All participants provided
informed consent.

8.1 Experiment Setup
Participants We recruited 30 participants (8 males, 22 fe-
males) aged from 19 to 31 (24.8 ± 2.82). The participants
were required to have experience in visual data analysis,
specifically with scatterplots, which served as a primary
visual medium for presenting DR. To ensure generalizabil-
ity, participants included individuals from diverse back-
grounds, including computer science, medical science, eco-
nomics, and education, among others.

Data We used the same purchase history dataset as in
case study 1 in Sect. 7.1, with identical projection steps.
However, we adjusted the filtering criteria to increase the
dataset size, allowing participants to observe a wider variety
of relationships among customers during their analysis.
The dataset thereby contained 7,200 points with 11 fea-
tures. Since the data originated from the shopping domain,

which is closely related to daily life, we anticipated that
participants could easily formulate hypotheses during the
experiment.

Protocol We employed a between-subjects design to
assess the impact of query-based and slider-based inter-
action types for feature space exploration, specifically in
terms of NDR explainability. To evaluate the two interaction
methods, we divided the participants into two groups: one
with full interface access (QUERY) and one without the Pat-
tern Optimization Query (NON-QUERY). Participants were
labeled PQ1-PQ15 and PN1-PN15, respectively.

The study began with a 15-minute tutorial explaining
the interface, interactive features, projections, and dataset.
Participants then completed two analysis sessions. Each
session consisted of a 10-minute analysis using the interface,
where they reported observations through the think-aloud
protocol, followed by a three-minute debrief to explain
their overall analysis process and findings. We conducted
two sessions to reduce the burden of the experiment and
also to diversify our findings. After the sessions, partici-
pants completed a final 15-minute interview, providing their
analysis strategies, insights, and feedback on the tool. The
entire study lasted for an hour per participant. We recorded
all participant interactions with the system via video and
collected comments from both the debriefing and analysis
sessions.

8.2 Analysis Protocol

Quantitative Analysis We investigated the effect of inter-
action methods on insight generation. Following Saraiya et
al. [75], we defined insights as an individual observation
derived from data, including not only direct answers but
also exploratory questions that lead to new hypotheses.

We transcribed all participant comments and extracted
statements related to the dataset, such as data patterns in
a scatterplot, feature statistics, and comparisons between
data subsets while excluding comments about interface
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usability. Each comment was then linked to its interaction
context by reviewing the video recordings to identify the
corresponding interface component used.

Since our primary focus was visualization-mediated in-
sights, we included only comments and questions derived
from NDR projections. In particular, we included questions
that arose from examining the projections, such as those
related to pattern recognition and structure interpretation.
However, we excluded questions based on participants’
prior curiosity unless they explicitly referenced the visual-
izations. Similarly, we excluded comments generated solely
using Group Management View (B1) and Feature Dash-
board (C) on the interface(Fig. 4) without referencing the
Embedding View. After filtering, we consolidated comments
referring to the same target (e.g., a user-defined group or
feature combination) into a single insight. We then classified
each filtered insight into one of four categories, reflecting the
analytic intent behind each comment: identifying a pattern,
proposing a new explanation, verifying an assumption, or
exploring feature-level details. Using transcripts from the
study session, we quantified the analysis complexity by
counting the number of features mentioned in each feature-
based insight, excluding insights that involved only pat-
tern recognition (later categorized as Perception insights
in Sect. 8.3). One researcher conducted the initial labeling
and counting features, followed by reviews and refinements
through consensus with the other authors to minimize bias
and subjectivity. To compare the QUERY and NON-QUERY
conditions, we applied the Mann-Whitney U test to account
for potential non-normal distributions. Effect sizes were
reported using the rank-biserial correlation (r).

Qualitative Analysis We aimed to explore how partic-
ipants engaged with the system and the reasons behind
their interactions. We thus thoroughly examined the video
recordings and transcripts from the think-aloud and de-
briefing sessions. To ease our analysis, we first structured
the collected materials by linking comments to the relevant
subparts of the video. We then grouped the insights with
relevant user interactions and attempted to identify under-
lying reasons for participants’ actions or observations based
on their behavior and verbal explanations. One author con-
ducted an initial analysis, and three more authors reviewed
the results for better integrity.

8.3 Result and Discussion
Following the protocol above, we conducted quantitative
and qualitative analyses to understand how participants
used our feature-based interaction method. The following
paragraphs discuss how their insights emerged, the com-
plexity of their observations, and how they formed and
refined hypotheses.

Our semantic coding identified four categories of in-
sights.

• Perception: recognizing a specific visual pattern
– “When I adjusted each feature, it seemed like the clusters

were scattered all over.” (PQ6).
• Hypothesis: forming a guess about how the pattern

emerged based on specific features
– “The fact that they’re still grouped together suggests that

the distribution of men might not be very diverse.” (PQ3).

Confirmation

NQ Q

0

2

4

6

8

10

12

Feature

NQ Q

0

2

4

6

8

Hypothesis

NQ Q

0

2

4

6

Perception

NQ Q

0

2

4

6

Non-Query (NQ) Query (Q)

Type of Insights

N
u
m

b
e
r 

o
f 
In

si
g
h
ts

Fig. 9. Average number of insights reported under QUERY and NON-
QUERY conditions by insight type. The average insight counts were sim-
ilar across conditions, except for hypotheses, where QUERY participants
reported relatively more insights.
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Fig. 10. Average number of features involved in a single insight under
QUERY and NON-QUERY conditions, categorized by insight type (ex-
cluding perception insight).

• Confirmation: explaining the pattern by examining rel-
evant features
– “Although there is some overlap in regions, gender seems

to be the biggest factor separating these two groups.”
(PN5).

• Feature: identifying characteristics of a single feature or
relationships between features
– “I compared gender and region, and even a small change

in gender caused a noticeable difference, so it seems gender
has a stronger influence.” (PN3).

Quantitative Findings By analyzing the distribution of
comments across insights types (Fig. 9), we found that
the QUERY condition effectively promoted hypothesis gen-
eration. Our analysis revealed that Hypothesis insights
were significantly more frequent under QUERY compared
to NON-QUERY (p = 0.02, r = 0.47). In contrast,
Confirmation insights did not reach statistical significance
(p = 0.081); the effect size was r = 0.37.

We further examined the number of features involved
per insight (Fig. 10), we found that participants in the
QUERY condition utilized significantly more features in Fea-
ture insights, demonstrating an enhanced ability to identify
relationships among multiple features (p = 0.018, r = 0.23).
For Hypothesis insights, the difference was not statistically
significant (p = 0.190) with the effect size (r = 0.23).

Qualitative Finding 1: Feature Engagement Our in-
teraction design, grounded in the feature space, enabled
participants to directly observe how their actions influenced
projections. As a result, they could consistently relate pro-
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jection changes to their interactions in the feature space,
gaining a clear understanding of how the original high-
dimensional data shaped the projections.

Participants engaged with features differently depend-
ing on the interaction method. With QUERY, participants
could adjust multiple features simultaneously, leading to
more diverse insights that integrated various features. PQ1
noted, “I checked the impact of each of the most decreased
features: gender, brand and weekdays (after run query), and in
the end, it seems there is no correlation between brand and
gender.” This ability also helped them uncover hidden re-
lationships within the data. For example, PQ3 identified
hidden similarities between the two groups by focusing on
the features most influenced by the query, revealing patterns
that dominant features had previously obscured, stating
“Query helped uncover information about similar groups, which
would have been difficult to identify by adjusting features one by
one.”

In contrast, slider-based interaction required participants
to adjust features one at a time, often leading to conclusions
based on a single feature. For instance, PN5 stated, “I
increased the weight of gender, but since there was no convergence,
I concluded that the two groups are completely different based on
gender.”

Qualitative Finding 2: Insight Generation Participants
adopted different strategies for generating insights based
on the interaction method. When using sliders, participants
repeatedly adjusted individual feature weights to gener-
ate insights, such as identifying significant features that
influenced overall data distribution. They also observed
how data clusters responded to changes in feature weights.
PN13 noted, “By selecting a group and adjusting the feature
weights, I could see which features influenced the formation of
the cluster and how relationships between groups changed during
movement.” By identifying groups of data that moved con-
sistently, participants formed similar data groups, examined
their characteristics, and compared them. Some participants
specifically sought features that could effectively separate
multiple groups. As PN12 explained, “After creating groups,
I examined which combination of feature weights would effectively
separate these groups.”

In contrast, Query helped participants to discover
serendipitous insights by enabling them to rapidly identify
patterns and explore the data based on observed changes.
Initially, participants used queries without specific hypothe-
ses but then developed hypotheses based on the changes
they observed. For instance, PQ8 stated “I wanted to see
how well these groups could be separated based on different
attributes (with Find Clusters).” Similarly, PQ2 mentioned,
“It would have been helpful to use the query to find clusters
across the entire dataset first so that I could have started with
a clearer understanding of the overall structure”. Participants
iteratively refined their insights using multiple queries in
a row, leading to a complex understanding of the data.
PQ7 described this approach: “I used the query hoping it
would handle the broad separation. After identifying clusters, I
used subsequent queries Merge Groups and Separate Groups’to
know additional relationships between clusters.” As a result, it
enabled a participant to uncover sub-clusters, observe group
divergence, and understand which features caused these
changes. Finally, the ’lock’ function proved useful for find-

ing subtle patterns beyond dominant features. Participants
used this function to exclude the influence of dominant
features and focus on more subtle patterns in the data. PQ5
mentioned “When running the query, I locked age, gender, and
region since I had already defined these features when creating
the groups. I thought it would be more useful to exclude their
influence to better understand the data.”.

Qualitative Finding 3: Complementary Use of Queries
and Sliders Queries and sliders complemented each other
in insight generation. While QUERY helped participants
quickly identify patterns, sliders allowed them to verify the
impact of individual features suggested by query results.
For example, PQ8 noted, “(After query) As I adjusted each
slider, I wondered if this feature really had an impact.” Indeed,
11 of 15 participants with the QUERY reported that they
proceeded with their subsequent exploration based on the
most significantly changed features by queries. However,
some participants found QUERY results difficult to interpret
because multiple features were adjusted simultaneously,
obscuring the impact of individual features. PQ6 mentioned,
“To see how the data distribution shifts with a single feature
weight, the query makes it difficult because it adjusts multiple
features at once, making it hard to understand individual charac-
teristics.”

Interestingly, five participants in the NON-QUERY con-
dition, despite being unaware of the query functionality, in-
dependently expressed the need for an automated approach
similar to a query. For instance, PN10 mentioned, “If there
was an automated way to compare these variables, it would be
helpful because manually adjusting them is overwhelming.”

Summary and Additional Findings. Combining all the
findings, the results indicate that our system enables users
to generate insights that are more diverse, in-depth, and un-
expected. Participants adopted a strategic workflow, using
queries for broad exploration, sliders to conduct detailed
refinement, and the feature dashboard to validate insights
in real time. The structured workflow proved accessible to
participants with varying levels of visual analysis experi-
ence, ranging from those familiar with DR techniques to
those with basic data analysis skills. Participants found the
system intuitive and foresaw its potential applications in
marketing, education, and other fields, highlighting its real-
world relevance.

9 DISCUSSION

Our study demonstrates how interaction design influences
users’ exploration strategies and insight generation in NDR.
In this section, we reflect on the contributions of our ap-
proach, discuss its limitations, and outline directions for
future research.

9.1 Designing Interaction for Explainability
Our work highlights how interaction design directly shapes
users’ exploration strategies and insight-generation pro-
cesses. By leveraging feature weights as the primary inter-
action medium, we guide users to validate visual findings
through feature-relevant reasoning. The automated query-
based interaction supports this process at scale. By allowing
users to choose predefined structural goals and automat-
ically retrieving feature weight configurations, the system
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reduces the cognitive load of multi-dimensional reasoning,
especially for users who are less comfortable with manual
tuning.

While existing explainability methods focus on clarifying
why DR algorithms produce certain outputs, our approach
shows that users can develop a meaningful understanding
by exploring how changes to feature weights lead to desired
structures. Rather than interpreting algorithmic behavior,
the system enables users to gain insights through direct ma-
nipulation and observation. This shift suggests that explain-
ability research should treat user-driven exploration as a
fundamental explanatory mechanism, not merely a supple-
ment to algorithmic interpretation. Designing interactions
for complex visualizations like NDR, however, remains chal-
lenging. The choice of interaction space—whether feature-
based controls or algorithm-specific parameters—can either
facilitate understanding or introduce additional complexity.
Our design addresses this by centering on intuitive, feature-
relevant controls that align with users’ analytical goals and
narrow the Gulf of Execution [76]. This demonstrates that
thoughtful interaction design is not just supportive but
essential for managing complexity and improving explain-
ability in NDR-based analysis.

9.2 Neural Networks: Benefits and Trade-offs

Incorporating the neural network is essential for achieving
responsive interactions to enhance analysis effectiveness.
During our user study, we observed that participants fre-
quently refined feature weights iteratively to uncover subtle
patterns. Without the speed provided by neural networks,
such iterative interactions would have been impractical
due to excessive waiting times. Additionally, the neural
network is crucial in enabling the Pattern Optimization
Query to function within a reasonable timeframe. By inte-
grating machine learning techniques into visual analytics,
our approach opens up opportunities for breakthroughs in
analysis methods previously constrained by computational
limitations.

However, this integration also introduces certain trade-
offs. Training the model requires generating multiple pro-
jections in advance, which demands additional resources.
Since our model is data-specific, any updates to the dataset
necessitate re-training, adding system overhead—even if
this process can be automated. Furthermore, the Pattern
Optimization Query can still be another time-consuming
factor in our system, which takes time in proportion to
the number of target points. To further mitigate waiting
times, future work could explore progressive visualization
techniques that allow users to continue interacting with
the system during optimization. Despite these challenges,
the ability to support responsive and iterative interactions
strongly justifies the use of neural networks in our approach.

9.3 Limitations and Future Works

Our interaction method has the potential to be integrated
with existing explainability resources, such as augmented
scatterplots [11], [51] to improve data summarization and
hypothesis validation. Such integration could enhance the

applicability of our approach while providing more com-
prehensive and interpretable insights into high-dimensional
data.

Despite its benefits, our method has limitations related to
parameter choice and algorithm selection. Currently, these
settings are fixed to simplify user interactions and maintain
a focus on the feature-based space. However, allowing users
to adjust settings such as projection methods and parame-
ters could further enhance pattern optimization by revealing
alternative structural relationships in the data.

Moreover, while we demonstrated the effectiveness of
query-based interaction, there is still room for improvement.
Users could benefit from guidance when they are unsure of
the desired structure, for example, suggesting an appropri-
ate number of clusters using X-means [77]. Providing mul-
tiple feature-weight combinations or clustering outcomes
derived from different algorithms could help users explore
a broader range of possibilities, similar to how Kwon et al.
[78] presented and ranked clustering results from various
algorithms based on quality metrics. Finally, clarifying how
the query results are derived could further help users better
interpret and trust the identified patterns.

Expanding query functionality beyond cluster
detection—such as identifying gradual transitions across
feature distributions—could also strengthen the analytical
capabilities of the system. Lastly, scalability remains a key
challenge. Although our query-based interaction partially
addresses this issue from an interaction perspective,
sliders remain essential for fine-grained exploration. Future
research could explore interface-level solutions, such as
grouping sliders by relevance through feature engineering,
to improve usability and reduce cognitive load.

In summary, future work should aim to achieve a bal-
anced integration of automated and manual interactions
within a unified interface, offering a more powerful and
seamless analytical experience.

10 CONCLUSION

We developed a novel strategy for interacting with NDR,
focusing on enhancing its explainability. Our approach in-
troduces bidirectional interaction that broadens the scope
of analysis and makes the process more effective. It is
grounded in feature space, which is both understandable
and model-agnostic, offering clear advantages for data anal-
ysis. By incorporating a neural network for generating
projections promptly and designing a visual interface, we
demonstrated the practical benefits of this method, effec-
tively supporting the whole analysis process. Our quantita-
tive analysis and user study demonstrated that our method
enables users to efficiently explore and interpret high-
dimensional data, making NDR projections more intuitive
and accessible. Ultimately, this work contributes toward
addressing the inherent explainability challenges in NDR,
supporting richer insights and more confident interpreta-
tions.
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